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The Mistake 
Happens Before 
You Pull a Single 
Record.

Building a Modern TAM


Why your market universe and your TAM are two 
different things — and why confusing them is the most 
expensive mistake in the whole process.



Accuracy Is a Scoring 
Problem. Coverage Is 

a Now Problem.
You have enriched data. You have guardrails. You know what a 
qualified company looks like. The revenue ranges, the headcount 
bands, the vertical-specific signals that separate your best clients 
from your worst ones. The natural instinct at this point is to go find 
companies that match.


Resist it.



The market universe phase is not about finding good companies. It's about finding all 
the companies, the full, messy, over-inclusive population that your AI scoring rubric 
will eventually work through. Accuracy comes when you score. Coverage comes now. 
If you confuse the two, the error you introduce here compounds through every 
phase that follows, silently, invisibly, until someone asks why pipeline quality is 
inconsistent and there's no clean answer.



The market universe is raw material that the TAM gets carved out of. Those are 
different objects, and the teams that treat them as the same never end up with a list 
they can actually defend.




What Third-Party Data 
Is Actually Good For
Apollo, ZoomInfo, Crunchbase: these platforms are excellent starting points. But they 
are not finishing points. Understanding the distinction changes how you use them.



Every major data vendor has three specific failure modes that matter in this phase.


Category drift.

Vendors build their own industry taxonomies, and they don't map to 
yours. When you pull "beauty" from Apollo, you're pulling what Apollo 
decided belongs in beauty which might return 4,700 companies. The actual 
universe of beauty brands actively selling on Sephora or Ulta is structured 
differently, distributed differently, and partially invisible to any single 
database. The mismatch isn't a data quality problem. It's a categorization 
problem, and it exists in every industry, not just consumer goods.


Recency lag.

Databases update on their own schedule. A brand that launched eight 
months ago, raised a seed round, and just landed a shelf placement at 
Whole Foods may not have a profile in any vendor system yet. That 
company might score in the top tier of your rubric, but it's not findable 
through a standard pull.


Signal poverty.

Even when a company exists in the database, the fields that matter most 
are frequently stale, incomplete, or auto-populated from whatever the 
company entered when they created a profile three years ago and never 
updated. Revenue is often a range. Employee count is often a year 
behind. Industry classification is often the default, not the accurate one.



None of this means third-party data is unreliable. It means it's a 
starting point that requires supplementation, and the supplementation 
strategy differs by industry.




“Third-party data is a 
starting point, not a 
finishing point.”



The Two-Part Build
Building the market universe has two components: extracting what 
exists in vendor systems and finding what doesn't.

Extracting what exists means pulling industry buckets with the lightest possible 
filtering. If you have a true geographic hard constraint (like you physically cannot 
serve companies in certain regions) include it. Everything else stays out. No revenue 
floors. No headcount windows. No funding stage requirements. No tech stack filters. 
These feel like responsible refinements. They're actually pre-qualification decisions 
dressed as list hygiene, and they belong in the scoring rubric where they can be 
applied transparently, audited, and updated when your ICP shifts.



Pull the industry, export everything, and move on.



Finding what doesn't exist is where most teams stop investing time, and where a 
meaningful portion of high-fit companies get permanently excluded before the 
process even starts.





The question to ask per industry is simple: 
where do companies in this category 
become publicly visible before they show 

up in a database? For consumer brands, 

the answer is often retailer listings. Sephora, 
Ulta, Whole Foods, and most major retail 
platforms publish their brand directories 
publicly. A tool like Instant Data Scraper 
can crawl those pages and pull every brand 
name including the ones that haven't made 
it into Apollo yet. Cross-reference the 
scraped list against your vendor pull. Every 
name that doesn't match is an enrichment 
candidate that would have been invisible in 
a database-only build.





For B2B software vendors, it might be G2 or Capterra category pages. For 
professional services, industry association membership directories. For fintech, 
regulatory filings or app store category rankings.



The mechanism differs. The principle is the same: your best clients existed 
somewhere before they existed in a database, and some of your future best 
clients are in the same pre-database moment right now.



Building supplementation into the process is what separates a market universe that 
reflects the actual market from one that reflects what was easy to find.




Why Starting Broad 

Is Non-Negotiable
The math from this TAM build makes the stakes concrete.



Starting pull from Apollo across target industries: 141,000 companies.



After Phase 4 segmentation (running every company through AI classification 

against defined sub-industry definitions) that 141,000 became 90,000. Fifty 

thousand companies were eliminated not because they failed a scoring rubric, but 

because the industry classification Apollo assigned didn't match the actual 

definition of the segment for us. That's categorization drift at scale.



After the scoring rubric ran (applying the guardrails and weighted signals built from 

the enrichment analysis) roughly 16% of those 90,000 qualified for the final TAM.



Now instead, imagine applying firmographic filters at the list-pull stage (revenue floors, 
headcount ranges, a few other reasonable-sounding criteria). The starting number 
compresses to maybe 60,000. After the same segmentation, around 38,000. After 
scoring, roughly 6,000 qualified companies.



The difference between a final TAM of roughly 14,400 and one of 6,000 isn't data 
quality. It's the point in the process where qualification logic got applied. One list 
reflects the market as the data actually shows it. The other reflects assumptions that 
were made before the analysis ran. Assumptions that are now invisible because they 
were made at list-pull, which means they never made it into documentation, never get 
reviewed, and never get updated when the business changes.



A filter applied at the start of Phase 3 is a guardrail that never got built properly. It 

has all the consequences of a guardrail (companies excluded, coverage narrowed) 

with none of the accountability. No one can audit why a company didn't make the 

list if the reason is a filter that predates the analysis.


This is Part  of a -part series on building a 
modern, data-driven Total Addressable Market



What You're Handing Off Next

The next step is AI-assisted segmentation where every company in your market 
universe gets classified against the sub-industry definitions you've built, definitions 
with example brands, close calls, and documented edge cases. The AI's job is to 
sort; your job right now is to give it enough to sort through.



Before you move to segmentation, you need a market universe that covers your 
target industries, supplemented for the categories where vendor data has the most 
gaps, and documented by source so you know exactly where each record came 
from.



It doesn't need to be clean. It doesn't need to be small. It doesn't need to look like a 
TAM yet.



A smaller, neater list is not a more accurate one. It's just a more biased one and 
biases introduced at the universe stage are the hardest kind to find later.



This is Part 3 of a 6-part series on building a modern, data-driven Total 
Addressable Market.


Next: Phase 4 — Segmentation Logic & AI Classification


